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Abstract—Cold-boot attacks exploit the fact that DRAM
contents are not immediately lost when a PC is powered off.
Instead the contents decay rather slowly, in particular if the
DRAM chips are cooled to low temperatures. This effect opens an
attack vector on cryptographic applications that keep decrypted
keys in DRAM. An attacker with access to the target computer
can reboot it or remove the RAM modules and quickly copy
the RAM contents to non-volatile memory. By exploiting the
known cryptographic structure of the cipher and layout of the key
data in memory, in our application an AES key schedule with
redundancy, the resulting memory image can be searched for
sections that could correspond to decayed cryptographic keys;
then, the attacker can attempt to reconstruct the original key.
However, the runtime of these algorithms grows rapidly with
increasing memory image size, error rate and complexity of the
bit error model, which limits the practicability of the approach.

In this work, we study how the algorithm for key search
can be accelerated with custom computing machines. We present
an FPGA-based architecture on a Maxeler dataflow computing
system that outperforms a software implementation up to 205x,
which significantly improves the practicability of cold-attacks
against AES.

I. INTRODUCTION

Protecting the integrity and confidentiality of information
is gaining importance in our society. As a reaction individuals
and companies are increasingly using full disk encryption to
protect access to sensitive data. The most commonly used full
disk encryption tools use the symmetric block cipher AES [1].
During runtime, these tools keep the secret key material in
memory, because the key is required for any encryption and
decryption operation. Keeping the key in memory was assumed
to be secure, because the main memory (DRAM) was expected
to quickly change into a default state when removing the
power supply. This assumption has however been invalidated
by security experts [2]. They have shown that the memory
contents decay surprisingly slowly over time. The decay can
be slowed further by cooling the DRAM chips, which opens
the possibility to attack the secret keys and thus full disk
encryption solutions.

Cold-boot attacks [3] exploit these observations. The attack
requires physical access to a machine with a secret key in main
memory, for example, a computer that is running a screen lock
while the user is absent. The first goal of the attacker is to
obtain a copy of the complete main memory, for example by
rebooting the machine from a USB thumb drive that quickly
dumps the DRAM contents to non-volatile Flash memory. If
the reboot process is quick, only a small fraction of the bits will

have changed their value. The second goal of the attacker—
which poses the algorithmic and computational challenge—is
to first identify the key in the memory dump, and then to
correct the errors. If successful, the full disk encryption can
be circumvented using the recovered key.

The remainder of this paper is structured as follows. In
Section II we discuss related work, in particular the AES key
schedule and the Maxeler data flow system. In Section III we
present the design of the key search procedure for identifying
key schedules in decayed memory dumps. In Section IV
we compare the performance of our accelerator with a CPU
implementation. Finally, we draw conclusions in Section V.

II. BACKGROUND AND RELATED WORK

In this section, we describe related work, the foundations
of cold-boot attacks, and our accelerator system. While FPGAs
have been used for many cryptographic applications and im-
plementations of the AES algorithm are available (e. g. [4]),
this is to our knowledge the first work that uses FPGAs for
accelerating cold-boot attacks.

A. Background on Cold-Boot Attacks

The first step of a cold-boot attack is to retrieve the memory
content, e.g. by cooling down the memory chips and installing
them on another machine. The resulting memory image has
to be searched for keys in the next step. Given the possibility
of bit errors (due to memory decay), cryptographic keys may
not conform exactly to the expected structure. An error model
is used to decide whether a key candidate is plausible. Once
a plausible candidate has been identified, the original key can
be reconstructed using the same or a different error model.
In recent years, seminal work for efficiently finding [3] and
reconstructing [5] AES keys in memory dumps has been
presented. However, these methods either rely on a heuristic
parameter or an idealized, perfect asymmetric decay model,
which assumes that memory bits can flip only in one direction.
For more realistic decay models and higher error rates, the
runtimes of cold-boot attacks strongly increase on general-
purpose CPUs [6].

B. AES Key Schedule

AES is a commonly used encryption algorithm. In par-
ticular, popular tools for the encryption of file systems, like
TrueCrypt, use AES as their default block cipher. The AES
key is a 128, 192, or 256 bit (pseudo) random sequence of
bits without any structure; a naive brute-force attack on AES
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protected data is thus impractical. However, for performance
reasons, not only the AES key itself, but the complete so-called
key schedule is kept in memory. The key schedule is comprised
of the master key and a (key size dependent) number of
round keys. Since the actual encryption operation requires the
complete key schedule, the schedule is usually pre-computed
and stored as a contiguous array in the main memory. Each
round consists of a certain number of transformations, which
are defined by the AES key expansion function [7]. Figures 1
and 2 show how the 10 round keys in the AES-128 key
schedule are generated from the master key, which is stored as
the first row (round 0) in the key schedule. The round keys 1–
10, which form the complete key schedule, are derived using
two different functions. The first word in each round key is
computed by applying a complex operation using word 0 and
word 3 of the preceding round key, as illustrated in Fig. 2.
The remaining words 1–3 of each round key are computed by
a simple XOR operation between the word of the previous
round key and the previous word of the same round key,
see Fig. 1. Taking the structure of the whole key schedule
into account increases the available information and creates a
testable mathematical relationship between the master key and
the round keys, which allows for locating possible AES key
schedules in decayed memory images and for reconstructing
the original schedule by exploiting redundancies.
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Fig. 1. AES key expansion: simple XOR operation for all but the first word
in each round (w: word, b: byte, r: round).
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Fig. 2. AES key expansion: complex operation for first word in each round.

C. Maxeler Data Flow Computer

The target platform for implementing our custom comput-
ing machines is the FPGA-based Maxeler MPC-C data flow
computer system. This system and the corresponding design
flow is sketched in Figure 3. The system comprises four FPGA
accelerator cards, which are attached to a two socket Intel Xeon
server system via PCIe. Each FPGA card features a Xilinx
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Fig. 3. Maxeler MPC-C platform architecture and design flow.

Virtex-6 FPGA and 24GB of on-board SDRAM memory. The
server uses two 6-core (12 threads) X5650 CPUs running at
2.67GHz and provides 48GB RAM. For providing fast I/O the
server is equipped with 3 SSDs in RAID0 configuration.

For mapping applications to this system, Maxeler provides
MaxCompiler [8] which offers a Java API for specifying
data flow engines (DFE) that process data streams. Since the
specified data path follows a restricted feed-forward data flow
model, MaxCompiler can automatically perform optimizations
like buffer size optimization, pipelining and retiming, which re-
sults in very efficient implementations. Each DFE is comprised
of two parts, one or several kernels that implement the data-
path and a manager that orchestrates the flow of data between
kernels, off-chip memory, and CPUs. MaxCompiler transforms
the kernel and manager code into a hardware design which
is further processed by the FPGA vendor tools to generate
a bitfile. Additionally, MaxCompiler generates a dedicated
library for controlling and configuring the kernel execution
from the host application.

III. IDENTIFYING AES KEYS

In this section we present the approach and implementation
of our hardware accelerator for searching AES key schedules,
based on the algorithm proposed by Halderman et al. [3].

A. Approach

The key search procedure iterates over all possible candi-
date key schedules D in memory and evaluates whether they
could be a decayed version of an actual AES key schedule
considering the error model. To perform this test, a reference
key schedule C is computed by assuming that D corresponds
to a correct key schedule and by applying the key expansion
rules to each word. Then, the consistency of C and D is
checked by counting the number of bit flips (error value).

The vast majority of candidates strongly differs from a
consistent key schedule. Therefore the software uses early exit
strategies to discard infeasible candidates as soon as possible



to avoid further computations on them. A heuristic filter
rejects candidates with repetitive sequences and candidates
that exceed the given error threshold. Since we aim for a
throughput of one entire key schedule check per clock cycle
in our hardware implementation, these optimizations are not
required. Instead, we compute the entire error value for each
key schedule and transfer it back to the host. Thus we can avoid
searching with a too low threshold and having to repeat the
entire search. In contrast to the software solution, the hardware
implementation can perform the search without a threshold
without any computational overhead.

B. HW Implementation
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Fig. 4. A continuous memory stream forms a sequence of candidate key
schedules for AES-128.

The examples and numbers in this section refer to the
search for an AES-128 key schedule. We implemented two
separate kernels, one for AES-128 and one for AES-256 even
though they use a set of the same operations, in order to avoid
configuration overhead inside the critical path of the kernels.

The search for possible key schedules can be implemented
as a streaming application, where every new input byte together
with previous bytes in the buffer forms a new candidate key
schedule D (see Fig. 4). Thus, even though the used input in
every cycle is 176 bytes (480 bytes for AES-256) long, only
one byte per cycle has to be transferred from the host.

Groups of four bytes each form words in the key schedule.
For every word Di in D, we know from the key expansion rule
how to compute Di depending on two previous words, Dj and
Dk. This expansion rule is applied to every word in rounds 1
to 10 of the key schedule and is used to compute a consistency
check word Ci from Dj and Dk. Since as input for each rule,
the existing words Dj and Dk are used, all Ci can be computed
in parallel in our hardware implementation. Most of them are
computed by the simple XOR rule (cf. Fig. 1). The first word
in each round of the schedule is computed by the complex
rule comprising rotation, substitution and XOR operations
(cf. Fig. 2). The substitution operation is implemented as a
lookup table in BRAM. To maximize throughput, a total of
40 substitution operations per candidate key schedule have to
take place in parallel. Thus, we use 20 dual ported BRAMs,
all filled identically with the content of the substitution table,
in order to support 40 parallel requests. Similarly, ten parallel
lookups of round constants are required as input to the XOR
operations, which we implement with lookups to five dual
ported BRAMs.

In the next stage, we use the number of inconsistent bits
as basis of a simplified error model, i.e. we compute the
Hamming distance between each pair of computed word Ci

TABLE I. SYNTHESIS RESULTS OF REPLICATED AES-128 KEY
SEARCH KERNELS TARGETING A VIRTEX-6 SX475T FPGA.

# parallel kernels 1 2 4 8
Used LUTs (%) 4.03 5.97 11.67 20.61

Used FFs (%) 3.13 5.47 10.17 19.56
Used BRAMs (%) 2.07 3.48 6.30 11.94

Used DSPs (%) 0.00 0.00 0.00 0.00

Achieved Frequency (MHz) 250 240 210 170

and read word Di. The Hamming distances of all words are
then summed up by a balanced adder tree, which enables us to
use adders with the specific bit-widths required to represent the
highest possible error value at each level. For each candidate
key schedule D, the resulting sum is returned to the host
via an output stream, representing the number of bits that
failed the consistency check. The whole computation is fully
pipelined, so our KeySearch kernel computes one error sum
per position in each cycle after the pipeline is filled. Note that
since the complex computation rule for Ci takes several cycles,
whereas the simple XOR can be performed in a single cycle,
the pipeline needs to be balanced. However, the MaxCompiler
performs these steps transparently to the developer.

C. Kernel Replication

Even when a throughput of one candidate key schedule D
per cycle is reached, the key search can be further parallelized,
since each consistency check of a key schedule is independent
of all others. One way to do so is to divide the entire search
space into N chunks and let N parallel kernels work on those
chunks. Since potential key schedules could also exist at the
borders of chunks, the chunks need to overlap sufficiently. The
approach is well suited not only for hardware kernels, but also
for multicore parallelization in software.

In hardware, we implemented this high-level parallelization
strategy and replicated up to eight parallel kernels on one
FPGA. We synthesized the design with the MaxCompiler tool
chain for Maxeler MPC-C system described in Section II-C.
The results in Table I show that the kernel replication reduces
the achievable clock frequencies, but resource utilization still
permits higher replication factors. However, our analysis in the
next section shows that the current implementation becomes
bandwidth limited at this point.

IV. RESULTS

In this section we evaluate the performance of our hard-
ware accelerator by comparing the runtime with the software
implementation of Halderman et al. [3] in C. We use both
real contents of the main memory after cold booting a running
machine that uses TrueCrypt encryption and synthetic random
data as test. The real decayed memory content has been
acquired using the tools provided by Halderman et al. The
random data has been generated by using the Linux random
number generator, i.e., by reading from /dev/urandom. The
latter is not as strongly affected by the early exit strategy as
real data and serves for better repeatability of our results.

Halderman’s software implementation is single threaded.
It discards candidates as soon as they exceed the given error
threshold δ, thus we execute all test with three different
thresholds (0, 100, 500). Also, result output is disabled, as
it consumes a significant amount of time for high thresholds.



We performed all tests on the Maxeler system presented in
Section II-C, for the software implementations using its host
CPU and for hardware tests using the host CPU plus one of
its accelerator cards.

TABLE II. RUNTIME OF SOFTWARE KEY SEARCH FOR 2 GB OF INPUT.
real memory contents synthetic random data

threshold δ 0 100 500 0 100 500

runtime [s] 215 230 420 540 605 1114

TABLE III. RUNTIME OF HARDWARE KEY SEARCH FOR 2 GB IN [S].
# kernels real memory contents synthetic random data

AES-128 AES-256 Σ AES-128 AES-256 Σ

1 10.60 10.66 21.26 10.62 10.59 21.21
8 2.73 2.83 5.56 2.67 2.76 5.43

TABLE IV. SPEEDUP OF HARDWARE KEY SEARCH OVER SOFTWARE
IMPLEMENTATION FOR 2 GB DATA WITH DIFFERENT CHARACTERISTICS.

real memory contents synthetic random data
threshold δ 0 100 500 0 100 500

speedup 1 kernel 10.1 10.8 19.8 25.5 28.5 52.5
speedup 8 kernels 38.7 41.4 75.5 99.4 111.4 205.2

Without modifications Halderman’s software reference
code can process at most 2 GB of input data. Since the
execution time for key identification scales almost exactly
linear with input size, we report only the results on 2 GB
of data here. The measured software runtimes are reported
in Table II. The software checks for AES-128 and AES-
256 key schedules in one run. Since we implemented AES-
128 and AES-256 in different hardware kernels, we perform
two subsequent hardware calls and sum up their runtimes
to mimic the functionality of the software implementation.
As our hardware implementation computes the entire error
value for all candidates, its runtime is independent of the
threshold δ. The results on 2 GB input data are summarized
in Table III and contain a design with only one kernel and
a design with eight kernels working on different chunks of
the entire data. Again the runtimes scale almost linearly with
input size. Our implementation was tested with up to 8 GB
of input data. We compute the speedups compared to the
software implementation using the sum of AES-128 and AES-
256 execution times and summarize them in Table IV.

The single kernel hardware implementation performs be-
tween 10x and 53x faster than the software version, depending
on the input data and threshold parameters. Notably, this
variability comes purely from the software implementation.
Since the hardware uses a throughput-optimized deterministic
design, its performance is independent of the input data and
any error threshold. Actually, checking close to 2 billion
candidate key schedules in 2 GB of data at a clock frequency
of 250 MHz and a throughput of one candidate per cycle let us
expect a runtime of 8s in the best case. Our measured runtimes
of 10.6s comes close and includes the runtimes of the host code
and for streaming the data between CPU and FPGA, where it
is not perfectly overlapped with the compute times.

Replicating the kernel eight times yields an additional
speedup of 3.85x over the single kernel hardware implementa-
tion. Considering the replication factor and clock frequencies,
we would have expected a speedup of 5.4x in compute
throughput. Inspecting the discrepancy, we note that the result
output for 2 GB of input data is 4 GB. At a total runtime

of 2.75s, this corresponds to a bandwidth of 1.45 GB/s, which
approaches the 2 GB/s bandwidth that the PCIe 2.0 connection
to the FPGA card can deliver. Thus, for further acceleration,
we need to overcome this bandwidth limitation, for example
by filtering results on the FPGA, or by encoding them more
efficiently, possibly with some form of compression.

The high level parallelization strategy applied to hardware
can of course also be used in software. Preliminary tests
show that on physical CPU cores almost perfect scaling is
possible, whereas when using simultaneous multithreading,
hardly any additional speedup is achieved without further
optimizations. However, even when assuming perfect scaling
on all 12 physical cores of our test machine, still 4 to 17
such high-end server systems would be required to match the
performance of a single FPGA accelerator card.

V. CONCLUSION AND FUTURE WORK

In this paper, we have presented our key search approach
to accelerate cold-boot attacks using an FPGA as a streaming
application and have achieved speedups of up to 205x.

Once a decayed key schedule is available, the key recon-
struction is one remaining challenge for the attack, which
we are studying in current work. While key search can be
implemented as a streaming application, key reconstruction is
essentially a branch-and-bound tree search procedure and thus
not a natural fit for FPGAs. Our preliminary results show, that
key reconstruction can also be accelerated by 1-2 orders of
magnitude over a CPU implementation, even when considering
a non-idealized decay model, which allow bits to decay in both
directions.
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